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Abstract
Network access plays a key role in utilizing remote resources. However, both synchronous and asynchronous access on

Servers addressed by remote procedure calls or, more generaily, most client/server implementations require that the
service is always available, and will process the request synchronously. Most specific client/server packages are based

System can be overloaded by toc many simultaneous accesses, and might fail to work properly. This applies in
particular to applications with high resource demand. Biology, chemistry and physics program packages can rarely be
run simuitaneously in unlimited fashiox_l ona givex_l processor because of limits in (;PU, memory or /O consumption.

accounts or script-driven transfers, where passwords are stored in written form, inherit security breaches and are therefore
often discouraged by service providers. Most reasonably, the file transfer is performed manually, and the batch job
submission is achieved via a remote login at the service provider's host. The procedure, therefore, can no longer be
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The basic functionality of HASSLE is to transfer all files to a service provider host, process the request, and return the
result in transparent fashion. Without compromising security, accounting and authentication are enforced. The protocol
allows for a waiting time which might be necessary to execute the job remotely, and does not maintain an open
communication channel during this time. HASSLE is independent of the operating system, and uses a generic data
definition for exchanging jobs in between customer and provider. No permanent filestore or a user-specific account are
necessary in normal operation, but its permitted to have this feature if required.

Each HASSLE service on a particular HASSLE provider can be accessed to a limited amount on an anonymous basis if
the service offered permits this type of access within eventual licensing constraints. HASSLE can be configured to
allow for extensive access on a per-host (or, if needed, per-user) basis.

One single HASSLE provider can offer multiple services, and provide hints on other nodes running the HASSLE
system. The selection of the service provider host is made on the basis of a table which contains hosts and services.
Servers are considered to be hierachically structured, e.g., on a paneuropean, a national, and local basis. The table
located at each HASSLE site is a list of servers on the same hierarchical level, the one below, and the one above, as
appropriate. Figure 1 illustrates this on an exemplaric basis. If a service cannot be provided, all hosts known to the
currently addressed HASSLE system will be returned for further inspection by the customer. Figure 2 illustrates a
possible discovery sequence resulting from such a setup.

Implementation of HASSLE

Figure 3 summarizes the general schema of the implementation.

User View

The component which is visible to the end user is a “Tool"” which prepares the files needed for HASSLE, and starts the
HASSLE customer program. This “Tool"” can be a script, an executable or a subroutine in a given program. HASSLE
can be addressed either by a commandline string or the application programmer’s interface.

Prgvider View

The component which is visible to the provider of a compute service is a “Parser script” which writes a system-specific
command file from the data received by HASSLE. The “Parser script” relies on several environmental definitions set up
by HASSLE and is usually a script which writes a command file for proceeding the request, and a command to feed back
the results to the HASSLE system.

Network components of HASSLE
On the end-user side, a single image ("Customer") serves as client to connect to the provider, and receive the results

later after converting to a server process (see below). On the service provider side, a server process ("Master™) receives
the data, and a client process ("Responder™) retransmits the result. Master and Responder do not need to be started from
the same process, nor do the components needed reside on the same machine.

Technical aspects of HASSLE implementation

Protocol

The protocol is defined to run on a privileged port and is based on a send-receive dialogue. Each line sent from a client
to a server is expected to generate a reply stating the success of the operation. A line is composed of an ASCII string
starting with the sequence +++ and contains several parsable elements. This allows for easy debugging and operating
system transparency. All network traffic is encrypted using built-in algorithms.

File transfer
All files required at the provider side are transferred within the HASSLE protocol. A file of file names is used as input

for this operation. Each of the files named in this file are sequentially transferred. The HASSLE protocol inherits on-
the-fly compression/decompression in order to be effective.

Definition of 2 ot
The HASSLE core functionality is built on the concept of ‘services’. All required files and specific data formats are
provided in the ‘service definition’. Once the connection to a server is established , the ‘service’ must be named, which
has to be known to both customer and provider. If the job is rejected, altemative hosts are presented which are known to
offer the same ‘service’. One specifically named file serves as input to the ‘service’ at the provider site.



[image: image3.png]Execution of jobs

Once all files as prepared by a “Tool" (see above) are transferred, the client process at the customer side uses a socket
which has been communicated earlier during the communication, in order to start a server process listening on this
socket. The communication to the provider is closed. An expected time is used as timeout value to communicate the
lack of an answer to the customer and reschedule the job accordingly. On the provider side, the server process receives
all input, and spawns a process (“Parser Script") to write the system-specific command file after parsing the input
provided to this ‘service’. If this is successful, the server process closes the communication, while the command file
intended to execute the request is submitted to a queue. After completion of the request, the provider starts a client and
reconnects to the waiting server process at the customer side.

Discussion

The following prerequisites help to make a generaily applicable system like HASSLE effective:

1) Remote jobs can be started after data transmission

2) Remote jobs like database retrieval and database search require no interaction after query is formulated

3) For a given job, multiple redundant servers exist

4) The number of servers is small compared to clients

5) Remote temporary files can be erased after job finished

These prerequisites are met in many applications in biology, chemistry and physics. University computing centers often
maintain a 'geacral purpose’ and a ‘number crunching’ installation. Whereas the services available so far always required
to have accounts available at the remote system, HASSLE allows for one single user account to execute a given

service.

Resource scheduling on computational servers is frequently difficult to plan due to the fact that each qualified user is
able to start a job. Individual quota, however, might be difficult to grant to all user accounts and possibly result in
‘overbooking'. The latter is potentially dangerous and will decrease the reliability of the service. HASSLE, in turn,
pexmits to give all necessary quota to a single account and therefore increases the stability of the system. In addition to
the local system, HASSLE will execute a load resource balancing which includes availability of resources, services and

data.

Accounting on computational servers is usually applied in a cumulative fashion. ‘Services’ cost a given amount of
money, and are added up in order to be billed collectively at the end of an accounting period. This mechanism allows for
abuse, which is penalized only afterwards by the charging mechanism. Permanent obervation, therefore, is required.
HASSLE uses a different schema: A preset credit is given in form of "units", which decrease on each service usage.
Once all admitted units have been used, the HASSLE will reject connections and provide altemative hosts only if
available. The system need not be observed continuously as it naturally aborts. This sort of resource access regulation
proved to be useful in particular for provision of "anonymous" services. HASSLE services can therefore be provided
with less constraints than usual.

Security is essential if sensitive applications access data sets for write operations (e.g., biological database updating). In
most cases, this appears to be a security leak, as trouble in the data transfer might result in unpredictable results.
HASSLE allows the use of security keys which are negotiated by non-electronic means (e.g., telephone or mail). If
entered at the ‘service’ site, only customers who started the “Tool” with the correct key can access the service correctly.

Resources are occasionally ynavailable. This might be due to software or hardware failures, or, as fequently observed in
biological applications, the data set required for a given search program is unavailable. If this search program is a
‘service’ , HASSLE can use the redirection and failover mechanisms to travel as long as needed from host to host until
the desired data set is found. This feature proved most useful in the current implementation and allowed for a very
flexible application of HASSLE.

Figure Legends

Fig. 1
Flow schema of the HASSLE system.

Fig. 2
Schematic setup of local, national, and international sites in a HASSLE environment. The contents of the tables is

indicated also. The current implementation uses a semi-automatic setup for the table generation.

Fig. 3
Resource usage in a HASSLE system as set up analogous to fig.2. The local sites are asked first, followed by growing

distance.
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The basic functionality of HASSLE is to transfer all files to a service provider host, process the request, and return the
result in transparent fashion. Without compromising security, accounting and authentication are enforced. The protocol
allows for a waiting time which might be necessary to execute the job remotely, and does not maintain an open
communication channel during this time. HASSLE is independent of the operating system, and uses a generic data
definition for exchanging jobs in between customer and provider. No permanent filestore or a user-specific account are
necessary in normal operation, but its permitted to have this feature if required.

Each HASSLE service on a particular HASSLE provider can be accessed to a limited amount on an anonymous basis if
the service offered permits this type of access within eventual licensing constraints. HASSLE can be configured to
allow for extensive access on a per-host (or, if needed, per-user) basis.

One single HASSLE provider can offer multiple services, and provide hints on other nodes running the HASSLE
system. The selection of the service provider host is made on the basis of a table which contains hosts and services.
Servers are considered to be hierachically structured, e.g., on a paneuropean, a national, and local basis. The table
located at each HASSLE site is a list of servers on the same hierarchical level, the one below, and the one above, as
appropriate. Figure 1 illustrates this on an exemplaric basis. If a service cannot be provided, all hosts known to the
currently addressed HASSLE system will be returned for further inspection by the customer. Figure 2 illustrates a
possible discovery sequence resulting from such a setup.

Implementation of HASSLE

Figure 3 summarizes the general schema of the implementation.

User View

The component which is visible to the end user is a “Tool"” which prepares the files needed for HASSLE, and starts the
HASSLE customer program. This “Tool"” can be a script, an executable or a subroutine in a given program. HASSLE
can be addressed either by a commandline string or the application programmer’s interface.

Prgvider View

The component which is visible to the provider of a compute service is a “Parser script” which writes a system-specific
command file from the data received by HASSLE. The “Parser script” relies on several environmental definitions set up
by HASSLE and is usually a script which writes a command file for proceeding the request, and a command to feed back
the results to the HASSLE system.

Network components of HASSLE
On the end-user side, a single image ("Customer") serves as client to connect to the provider, and receive the results

later after converting to a server process (see below). On the service provider side, a server process ("Master™) receives
the data, and a client process ("Responder™) retransmits the result. Master and Responder do not need to be started from
the same process, nor do the components needed reside on the same machine.

Technical aspects of HASSLE implementation

Protocol

The protocol is defined to run on a privileged port and is based on a send-receive dialogue. Each line sent from a client
to a server is expected to generate a reply stating the success of the operation. A line is composed of an ASCII string
starting with the sequence +++ and contains several parsable elements. This allows for easy debugging and operating
system transparency. All network traffic is encrypted using built-in algorithms.

File transfer
All files required at the provider side are transferred within the HASSLE protocol. A file of file names is used as input

for this operation. Each of the files named in this file are sequentially transferred. The HASSLE protocol inherits on-
the-fly compression/decompression in order to be effective.

Definition of 2 ot
The HASSLE core functionality is built on the concept of ‘services’. All required files and specific data formats are
provided in the ‘service definition’. Once the connection to a server is established , the ‘service’ must be named, which
has to be known to both customer and provider. If the job is rejected, altemative hosts are presented which are known to
offer the same ‘service’. One specifically named file serves as input to the ‘service’ at the provider site.







